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Abstract
This paper reports on our recent research in the feedback ef-
fects of Silent Speech. Our technology is based on surface elec-
tromyography (EMG) which captures the electrical potentials of
the human articulatory muscles rather than the acoustic speech
signal.

While recognition results are good for loudly articulated
speech and when experienced users speak silently, novice users
usually achieve far worse results when speaking silently. Since
there is no acoustic feedback when speaking silently, we investi-
gate different kinds of feedback modes: no additional feedback
except the natural somatosensory feedback (like the touching of
the lips), visual feedback using a mirror and indirect acoustic
feedback by speaking simultaneously to a previously recorded
audio signal. In addition we examine recorded EMG data when
the subject speaks audibly and silently in a loud environment to
see if the Lombard effect can be observed in Silent Speech, too.
Index Terms: silent speech, elecromyography, lack of acoustic
feedback, EMG-based speech recognition, Lombard effect

1. Introduction
Automatic Speech Recognition (ASR) has developed rapidly in
recent years and is now used in a variety of practical applica-
tions. However, conventional speech recognition systems have
some drawbacks which arise from the fact that ordinary speech
is required to be clearly audible: Recognition performance de-
grades significantly in the presence of noise and also confiden-
tial and private communication in public places is often not pos-
sible.

These challenges may be reduced by Silent Speech Inter-
faces (SSI). A Silent Speech Interface is a system, that enables
speech communication without the necessity of emitting an au-
dible acoustic signal, or when an acoustic signal is unavailable
[1]. Our approach to capture silent speech relies on surface
ElectroMyoGraphy (EMG), which is the process of recording
electrical muscle activity using surface electrodes. Since speech
is produced by the activity of the human articulatory muscles,
the EMG signal measured in a person’s face can be used to re-
trace the corresponding speech, even when this speech is pro-
duced silently, i. e. articulated without any vocal effort. This
is not only a solution for the mentioned challenges of conven-
tional acoustic speech recognition, it also opens up application
areas where audible communication is not possible at all, like
helping speech disabled persons (i.e. laryngectomy patients).

In this paper we extend our research in the examination
of differences between normal and silently articulated speech
and how these arise [2]. Variations in the articulation style may
have a strong effect on the measured EMG signal and thus on
the recognition performance. This manifests itself particularly
when a speaker switches between different speaking modes, i.
e. audible (normally spoken) and silently mouthed speech. On

the one hand, these variations are a detriment which must be
overcome to build a SSI, on the other hand, the EMG approach
allows to measure speech quantitatively even when it is spoken
silently and therefore gives a means to quantify such articulation
differences and gain insight into the process of human articula-
tion.

To study the impact of different kinds of feedback on peo-
ple who are not experienced in speaking silently, we introduce
several kinds of feedback, as described in section 3. With the
help of a mirror we give a visual feedback so that the speaker
can compare the mouthed words with the actual movings of the
facial muscles. The second feedback mechanism is an acous-
tic feedback that is not produced in the process of the articula-
tion. Instead we use a previously recorded audio signal which
matches the silently spoken utterance, so that the speaker syn-
chronizes his muscle movings to the audibly perceived signal.
We show that there are indeed discrepancies between the inves-
tigated different feedback modes and look into the subjective
impression of the subjects.

Besides the investigation of different feedback modes, we
use EMG to investigate the Lombard effect on EMG-based
silent speech recognition. The effect of loud environments on
articulation has been long known and was first described in [3]:
The speaker involuntarily tends to change loudness and other
acoustic features. We investigate the recorded EMG signal char-
acteristics and will see if a similar feature change will happen
in silent speech.

The remainder of this paper is organized as follows: In sec-
tion 2 we give an overview of previous related works. Section
3 presents the setup and describes our data corpus. In section
4, we present our experimental results, and section 5 concludes
the paper and outlines possible future work.

2. Related Work

The use of EMG for speech recognition dates back to the mid
1980s, however acceptable performance was first reported by
[4]. Good performance could be achieved even when words
were spoken silently [5], suggesting this technology could be
used for Silent Speech Interfaces.

Jou et al. [6] successfully demonstrated that phonemes can
be used as modeling units for EMG-based speech recognition,
thus giving a first step to the recognition of continuous speech.

In previous studies [2, 7] we showed that when speaking
silently, the lack of acoustic feedback is compensated by a
stronger focus on somatosensory feedback. The speaker makes
more prominent use of his proprioceptive and tactile impres-
sions of skin or muscles in order to correctly reach the desired
articulatory targets.
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3. Experiment Setup and Data Corpus
To investigate feedback effects on EMG-based speech recogni-
tion we extended our EMG-UKA corpus [7] of EMG recordings
of human speech/articulation. Our extension consists of nine
recording sessions of five male and four female novice speakers
who had recorded no other silent speech sessions before. All
speakers spoke English as a second language and had an aver-
age age of 23.

One recording session is divided into six different modes:

1. Audible speech (aud),

2. Silent speech without any additional feedback (sil),

3. Audible speech in a loud environment (aud-lombard),

4. Silent speech in a loud environment (sil-lombard),

5. Silent speech with visual feedback (sil-visual),

6. Silent speech with the previously recorded audio signal
on headphones (sil-sentences).

Modes 1 and 2 consist of 50 phonetically balanced English
sentences from the Broadcast News Domain. The remaining
four modes consist of a subset of 30 sentences which are iden-
tical across the different modes so that the database covers all
speaking modes with parallel utterances. In the following, the
order of session modes, as well as the order of utterances were
randomized. The audible mode session was recorded first, to
use these audio signals in the upcoming audio feedback mode.
As an abbreviation, we call the EMG signals from the parts with
audible speech (i.e. modes 1 and 3) audible EMG, and the EMG
signals from silent speech (i.e. modes 2, 4, 5 and 6) silent EMG.

The loud environment for modes 3 and 4 was simulated
by loud music on the subject’s headphones. The visual feed-
back was provided by a mirror in which subjects were asked to
closely compare facial movements in audible and silent speech.
They were given the opportunity to speak the listed sentence
aloud and — when they felt ready — could record silent speech
while observing themselves in the mirror.

For EMG recording, we used a computer-controlled 6-
channel EMG data acquisition system (Varioport, Becker-
Meditec, Germany). All EMG signals were sampled at 600 Hz
and filtered with an analog high-pass filter with a cut-off fre-
quency at 60 Hz. We adopted the electrode positioning which
yielded optimal results from [8], see Figure 1 for positioning on
one subject.

In the audible part, we parallely recorded the audio signal
with a standard close-talking microphone connected to a USB
soundcard. The audio signal is synchronized to the EMG signal
with an analog marker.

After recording the complete session the subjects were
asked to complete a questionnaire. For each of the five modes
other than normal speech, subjects were asked about their sub-
jective easyness of pronounciation (question 1) and similarity
to their normal speech (question 2). Answers were integers be-
tween one and six with one referring to ”low” easyness or sim-
iliarity and six being ”high” (6 point Likert scale).

The final corpus which we used for this study is summa-
rized in Table 1.

4. Experimental Results
4.1. Subjective impressions

As expected subjects did not report problems with talking in
a loud environment (aud-lombard), though thinking that their

Figure 1: Electrode positioning, black numbers indicate unipo-
lar derivation with reference electrodes behind ears (except
channel 1), white numbers indicate bipolar derivation.

Mode Number
of sen-
tences

Avg.
length
per sen-
tence

Avg.
answer
ques-
tion
1

Avg.
answer
ques-
tion
2

Aud 50 4.39s - -
Sil 50 3.95s 4.2 3.4
Sil-
Sentences

30 4.87s 3.2 3.6

Sil-Visual 30 4.58s 3.8 3.8
Aud-
Lombard

30 3.99s 4.8 4.1

Sil-
Lombard

30 4.02s 4.4 3.3

Table 1: Statistics of the data corpus.

speech only roughly resembled their normal speech (4 out of 6).
For both modes with additional feedback (sil-sentences and sil-
visual), subjects reported a higher degree of difficulty while also
suggesting that the mode matched their normal speech more
than silent speech without any feedback. Answers for silent
speech and silent speech in loud environments were practically
identical, showing that the loud environment did not influence
the subjective impressions for silent speech. For full results of
the questionnaires see the last 2 columns of Table 1.

4.2. Utterance Length in Feedback Modes

Since a number of authors (e.g. [9]) reported changes in dura-
tion in noisy environments, we compared the utterance lengths
of the several recording modes. Figure 2 shows the total record-
ing time of the 30 matching utterances per session mode and per
speaker.

For nearly all speakers (the only exception being speaker
6), we observed that the length of silent utterances is shorter
than that of audible utterances, lasting only 91.47 % on average
of the time of the audible recording.

It can also be seen that both recording modes in loud envi-
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Figure 2: Total durations of the 30 matching utterances per
feedback mode, in seconds.

ronment give similar averaged utterance lengths. Compared to
the normal speech the silent utterances took 92.7 % and the au-
dible utterances took 92.07 % of the time, indicating that the
speakers tend to speak faster in loud environment no matter
whether they produce an audible sound or not.

Interestingly, both feedback modes with silent speech have
longer utterance length than the audible recordings. While the
difference in the visual feedback mode is only marginal, the
utterances in sil-sentence mode are 12.96 % longer than the au-
dible utterances. As subjects were trying to synchronize their
silent speech to the previously recorded audible utterances we
already expected a slight increase in recording durations. The
averaged ratios over all sentences are summarized in Table 2.

SIL-
VISUAL

SIL-
SENTENCE

SIL-
LOMB.

AUD-
LOMB.

SIL

105.12 % 112.96 % 92.7 % 92.07 % 91.47 %

Table 2: Utterance durations compared to the audible recording
mode.

4.3. Mean Amplitudes

In [10] the authors state that speech influenced by Lombard ef-
fect is accompanied by larger facial motions. To investigate this
hypothesis and to compare the recorded feedback modes, we
computed the time domain mean amplitude of the EMG signals.
Since increased muscle movements result in a higher amplitude,
this gives us quantitative insights of the facial motions in silent
speech. We used the 30 matching sentences per recording mode
to take the absolute values of the EMG signals per channel and
computed the averaged mean amplitudes per channel.

There is only little difference in the amplitudes of both audi-
ble recording modes, which indicates that the facial movements
in Lombard speech are only slightly different. In contrast to this
observation, the silent Lombard speech results in a higher mean
amplitude than the normal silent speech mode in all channels.

4.4. Power Spectral Densities

We estimated the power spectral density (PSD) of the EMG
recordings of each session on a per-utterance and per-channel
basis and then averaged over the utterances of each speaker and
each speaking mode. For the PSD estimation, we used Welch’s
method [11], which works as follows:

• The input signal is divided into segments with a 30 sam-
ples window length and 67% overlap.

• Each segment is windowed with one Hamming window
to reduce spectral distortion.

• One takes the Fourier transform of each segment and
squares the magnitude to obtain periodograms.

• Finally, the periodograms are time-averaged.

After averaging the spectral estimations we obtained the spec-
tral contents of the different feedback EMG recordings for each
session. Since the EMG signals were sampled with 600 Hz, the
frequency range is between 0 and 300 Hz.

Figure 3 shows the average power spectral density of EMG
channel 3 and 4, the other channels show similar characteris-
tics. All PSD shapes show a peak approximately at 40-60 Hz.
The audible EMG signals give the highest power spectral densi-
ties, followed by the audible signals spoken in the loud environ-
ment. The silent EMG signals show a clearly lower PSD shape,
which could also be seen in previous investigations [2]. It is
also noticeable that from the silent EMG sessions, the ones with
the additional feedback have most similarities with the audible
recordings. Silent speech without additional feedback yields
PSDs furthest away from those of the audible recordings. One
could thus hypothesize that additional feedback indeed provides
useful information for inexperienced SSI users as the EMG sig-
nals recorded in these modes result in the smallest distance to
the PSDs of audible EMG.
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Figure 3: Power Spectral Densities of each feedback EMG
recording mode for channels 3 and 4. Aud and aud-lombard
show clearly higher PSDs than all silent modes.
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4.5. Recognizer Result

To investigate which effect these variations in the different feed-
back modes have on recognition accuracies, we calculated Word
Error Rates (WER) for each of the subjects. For this, we used
our EMG speech recognition system based on fully continuous
three-state left-to-right Hidden Markov Models, which are used
to model phonetic features. Further details on the modeling can
be found in [12]. We used the same testset of 10 sentences for
each of the 6 modes.
As described in the introduction of this paper, WER vary greatly
between audible and silent speech. The feedback we provided
improves recognition accuracy for all but one subject in each
of the two modes. For the sil-sentence mode, improvements
between 2.2% and 17.2% relative could be achieved. The sil-
visual mode resulted in improvements between 1.1% and 6.5%
relative. WER for the aud-lombard mode are better than for all
silent EMG modes and are usually in the same region as the
aud recordings. These results show that our feedback modes do
yield an improvement in recognition results and are thus useful
for inexperienced SSI users.
WER for all speakers can be found in table 3.

Mode Speaker
1 2 3 4 5 6 7 8 9

Aud 40.4 30.7 35.4 23.2 50.5 24.2 52.5 54.5 46.5
Sil 94.9 90.9 97 89.9 93.9 92.9 99 92.9 93.9
Sil-
Sent.

90.9 77.8 94.9 87.9 94.9 84.9 96 90.9 77.8

Sil-
Vis.

90.9 87.9 96 84.1 87.9 96 96 90.9 92.9

Aud-
Lomb.

47.5 23.2 27.3 30.3 38.4 44.4 35.4 47.5 67.7

Sil-
Lomb.

85.9 78.8 91.9 93.3 89.9 91.9 94.9 92.9 82.8

Table 3: Recognizer Results: WER in % for each subject.

5. Conclusions and Future Work
We investigated different feedback modes and scenarios while
recording the EMG signals of nine different subjects. One
recording consisted of the following scenarios: Normal audible
speech, audible speech with background noise and silent speech
• without any further feedback
• with the previously recorded audio feedback
• with visual feedback
• with background noise.

Like in previous experiments there is an obvious difference in
spectral densities between audible and silent speech. We com-
puted power spectral densities as in [2] and showed that while
PSDs for silent speech are lower than those of audible speech,
the additional feedback — provided to subjects by a mirror
and previously recorded utterances — assimilated the PSDs to-
wards audible EMG. We therefore hypothesize that our feed-
back modes indeed provide useful feedback for novice speak-
ers.
It could also be seen that the length of silently uttered sentences
is shorter than the corresponding audible utterances, the silent
recordings with feedback however show a more complex pic-
ture, as lengths are even longer than in the audible utterances.

This again leads to the conclusion that the alternative feedback
modes might assist SSI beginners in adjusting the speaking pace
for silently mouthed sentences.
The improvements in WER are a clear indicator that the feed-
back we provided helps novice users to speak more consistent
with the audible recordings.
As a next step we plan to use these results to further improve
adaptation methods to compensate for the differences in the
EMG signals.
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