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Abstract
In this paper we present our recent study on the impact of speak-
ing mode variabilities on speech recognition by surface elec-
tromyography (EMG). Surface electromyography captures the
electric potentials of the human articulatory muscles, which en-
ables a user to communicate naturally without making any au-
dible sound. Our previous experiments have shown that the
EMG signal varies greatly between different speaking modes,
like audibly uttered speech and silently articulated speech. In
this study we extend our previous research and quantify the im-
pact of different speaking modes by investigating the amount of
mode-specific leaves in phonetic decision trees. We show that
this measure correlates highly with discrepancies in the spec-
tral energy of the EMG signal, as well as with differences in
the performance of a recognizer on different speaking modes.
We furthermore present how EMG signal adaptation by spec-
tral mapping decreases the effect of the speaking mode.
Index Terms: EMG, EMG-based speech recognition, Silent
Speech Interfaces, phonetic decision tree

1. Introduction
Automatic Speech Recognition (ASR) has been developed to a
level of robustness and maturity where it can successfully be ap-
plied to a large variety of applications and devices, ranging from
command-based telephone call dispatchers to large-scale dicta-
tion systems. Despite these successes, speech recognition still
faces two major challenges: the performance degrades signifi-
cantly when environmental noise is present, and communication
in public places is difficult since bystanders may be disturbed
and confidentiality is breached by the clearly audible speech.

Both of these challenges are addressed by Silent Speech In-
terfaces (SSI), which are electronic systems enabling commu-
nication by speech without the necessity of emitting an audible
acoustic signal [1]. In this paper, we report on our most recent
study in electromyographic (EMG) speech recognition, where
the activation potentials of the articulatory muscles are directly
recorded from the subject’s face via surface electrodes.

Automatic recognition of silent speech by means of elec-
tromygraphy is currently heavily investigated and recent per-
formance results come within useful reach [2]. A major topic
of research in this field is the variation of the EMG signal for
different speaking modes, in particular, for audibly spoken ver-
sus silently mouthed speech. We reported first experiments in
[3, 4, 5], where we investigated the differences between audibly
and silently spoken speech based on the Power Spectral Den-
sity (PSD) of raw EMG signals. This quantity is an estimate
of the energy an EMG signal contains. The general result is
that the PSD of EMG signals is lower for silent speech than
for audibly spoken speech, however, for EMG signal segments

of phones which create a relatively high sensorimotor feedback
when articulated, the PSD of this EMG signal segment will also
be relatively high. This leads to the assumption that speakers
tend to compensate the lack of acoustic feedback when speak-
ing silently by relying on tactile feedback during articulation.

In this paper we extend this line of research, but follow a
different approach: namely, we consider phonetic decision trees
as a tool to explore the impact of speaking mode variabilities on
the trained Gaussian Mixture Models of phonemes and phonetic
features. Phonetic decision trees are a basic component of al-
most all state-of-the-art speech recognition systems, where they
are normally used to model the effects of coarticulation. We use
phonetic decision trees as part of our Bundled Phonetic Feature
modeling [2]. In this study we use the results of the tree splitting
process as a diagnostic tool for exploring the impact of speaking
mode dependencies on the phonetic models of the EMG-based
speech recognizer, see Section 2 for a detailed description.

The advantage of this approach, from a signal classification
point of view, is that we directly analyze the HMM state models
which are eventually used for the classification of the (prepro-
cessed) EMG signal, in contrast to the PSD approach, where the
raw EMG signal is analyzed. The use of decision trees as a “di-
agnostic tool” in speech recognition has been advocated before,
for example, in [6], they are used to measure the confidence of
a recognized word, and in [7], decision trees are used to com-
pare the performance of different speech recognizer frontends
for gender normalization.

2. Experimental design
2.1. Data corpus

For this study we used the EMG-UKA corpus [4] of EMG sig-
nals of audible, whispered, and silent speech. Our corpus con-
sists of eight speakers, each of whom recorded between one and
eleven sessions, resulting in a total amount of 24 sessions. The
recording protocol was as follows: In a quiet room, the speaker
read 50 English sentences for three times, first audibly, then in
whispered speech, and at last silently mouthed. As an abbrevi-
ation, we call the EMG signals from these parts audible EMG,
whispered EMG and silent EMG, respectively. In each part we
recorded one BASE set of 10 sentences which were identical for
all speakers and all sessions, and one SPEC set of 40 sentences,
which varied across sessions. In each session, these sentence
sets were the same for all three parts, so that the database cov-
ers all three speaking modes with parallel utterances. The total
of 50 BASE and SPEC utterances in each part were recorded in
random order. In all recognition experiments, the 40 SPEC ut-
terances are used for training, and the 10 BASE utterances are
used as test set. The whispered EMG part is not used in this
study.
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Figure 1: Electrode positioning (muscle chart adapted from [9])

For EMG recording, we used a computer-controlled 6-
channel EMG data acquisition system (Varioport, Becker-
Meditec, Germany), adopting the electrode positioning from [8]
which yielded optimal results. All EMG signals were sampled
at 600 Hz. In the audible and whispered parts, we simultane-
ously recorded the audio signal with a standard close-talking
microphone connected to a USB soundcard.

The total corpus for this study has the following properties:

Average data length per
session, in seconds

Training Test Total
Audible EMG 165 46 211
Silent EMG 168 46 214
Both modes 333 92 425

2.2. Feature Extraction and Spectral Mapping

The feature extraction is based on time-domain features [10].
Here, for any given feature f , f̄ is its frame-based time-domain
mean, Pf is its frame-based power, and zf is its frame-based
zero-crossing rate. S(f , n) is the stacking of adjacent frames of
feature f in the size of 2n + 1 (−n to n) frames.

For an EMG signal with normalized mean x[n], the nine-
point double-averaged signal w[n] is defined as

w[n] =
1

9

4X
k=−4

v[n + k], where v[n] =
1

9

4X
k=−4

x[n + k].

The high-frequency signal is p[n] = x[n] − w[n], and the rec-
tified high-frequency signal is r[n] = |p[n]|. The final feature
TD15 is defined as follows:

TD15 = S(f2, 15), where f2 = [w̄, Pw, Pr, zp, r̄].

As in [3, 10], frame size and frame shift were set to 27 ms re-
spective 10 ms. In all cases, we apply LDA on the TD15 fea-
ture to reduce it to 32 dimensions.

Before the feature extraction process, in some experiments
we use a “spectral mapping” which is crafted to reduce the dis-
crepancy between the EMG signals of audible and silent speech.
The spectral mapping algorithm is applied to raw EMG signals
of silent speech and works as follows [4]:

1. We compute the channel-wise Power Spectral Density
(PSD) ratio of the silent EMG signals and audible EMG
signals, as a function of the frequency. The result is av-
eraged over all utterances of one session. We call this
frequency-dependent ratio mapping factor.

2. Each silent EMG utterance is transformed into the fre-
quency domain by the Fast Fourier Transform (FFT),
then each resulting frequency component is multiplied
by the corresponding mapping factor, and the result-
ing frequency representation of the signal is transformed
back into the time domain by the inverse FFT.

3. After this procedure, features are extracted from the
transformed signal as usual.

This PSD ratio is not only useful for the spectral mapping algo-
rithm, but can also be used as an analysis tool to measure the
discrepancy between audible and silent EMG [4]. In Section
3.1, we compare this PSD-based measure with the decision-tree
based discrepancy measure established in this paper.

2.3. Training and Decoding

We trained EMG-based speech recognizers for each recording
session of each speaker. All recognizers were trained on both
audible and silent EMG data, where the training data consisted
of the 40 SPEC sentences from each mode (see Section 2.1),
giving a total of 80 training sentences. For decoding we used the
trained acoustic model together with a trigram Broadcast News
language model giving a perplexity on the test set of 24.24. The
decoding vocabulary was restricted to the 108 words appearing
in the test set. We applied lattice rescoring to obtain the best
weighting of language model and acoustic model parameters.

2.4. Modeling of HMM States with Phonetic Decision Trees

The EMG-based speech recognizer is based on three-state left-
to-right fully continuous Hidden Markov Models (HMMs). The
HMM states are modeled with binary-valued phonetic features
(PFs) [2], which represent articulatory properties of a given
phoneme, such as the place or the manner of articulation. The
HMM model structure is the main target of this investigation.

The architecture of the PF-based EMG decoding system is a
multi-stream architecture [2, 11], which means that the models
draw their emission probabilities not from one single source,
but from a weighted sum of various sources which correspond
to acoustic models representing substates of PFs.

Phonetic feature bundling [2] is the process of pooling de-
pendent features together, so that eventually one ends up with
a set of acoustic models which represent bundles of PFs, like
“voiced fricative” or “rounded front vowel”. This pooling is
performed by phonetic decision trees, which implement a data-
driven approach to incrementally create specific models from
general ones. The basic idea is to go from general models to
specific models by splitting a model based on a phonetic ques-
tion. Phonetic feature bundling starts with seven models for
each stream. These models represent the beginning, middle,
and end states of the present or absent phonetic feature, plus
a silence state. The splitting questions cover both the current
phone and the left and right context phones. The criterion for
the choice of the splitting question in each step is the informa-
tion gain or entropy loss [12]. The stopping criterion for the
splitting process is a fixed number of 80 leaves for each tree,
which on average is the optimal number of leaves for this cor-
pus. The system allows to augment phonemes with additional
attributes, such as speaker properties or the speaking mode.

In [2] we reported that a recognizer based on bundled pho-
netic features outperforms a context-independent phone-based
system by more than 30% relative. On our corpus, the best av-
erage word error rate of this recognizer on audible utterances is
24.12%.
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Figure 2: Scatter plot comparing the percentage of mode-
dependent nodes (MDN) and and the difference of word error
rates (WER) on silent and audible EMG for each session,
with regression line.

Figure 3: Scatter plot comparing the percentage of mode-
dependent nodes (MDN) and the ratio between power spec-
tral density (PSD) of audible EMG and PSD of silent EMG
for each session, with regression line. The PSD is for EMG
channel 1 only and is maximized over frequency bins.

2.5. Modeling of Speaking Mode Variabilities in a Phonetic
Decision Tree

In this study we use the framework of our BDPF-based recog-
nizer to analyze the impact of speaking mode variabilities. The
approach is to tag each phoneme of the training data set with its
speaking mode (audible or silent). We then let the decision tree
splitting algorithm ask questions about these attributes.

While we will see that it is possible to use these trees for
an EMG-based speech recognizer, this is not our main goal.
Instead, we follow the approach laid out in [7] and count the
number of nodes in each tree which depend on the speaking
mode (mode-dependent nodes, MDN). The fraction of mode-
dependent nodes in the phonetic decision tree is our criterion to
evaluate the discrepancy of audible EMG and silent EMG for a
particular experimental setup. Note that the BDPF system cre-
ates not only one BDPF phonetic decision tree, but actually nine
of them, one for each PF. However, it turns out that as the trees
get larger, the fractions of mode-dependent nodes among these
trees are very similar, so we always report averages over all nine
decision trees.

3. Experiments and Results
In this Section we describe our three experiments: first, we
present a breakdown of the percentage of mode-dependent
nodes per recording session and compare these numbers to
the performance of EMG-based speech recognizers trained and
tested on these recording sessions. We then show that spectral
mapping [4] helps a lot in reducing the discrepancy between au-
dible and silent EMG. Last, we analyze the differences in speak-
ing mode dependency between different phonemes.

3.1. Breakdown of Mode-dependent Nodes per Session

Table 1 contains a breakdown of the percentage of mode-
dependent nodes versus the Word Error Rates (WER) of the
recognizer on the audible and silent EMG test sets. It unsur-
prisingly turns out that there is a huge variation in performance
between the different speakers, which can be attributed to a va-
riety of factors. A key figure, however, is the difference between
the word error rates of audible and silent EMG, which strongly
correlates with the percentage of mode-dependent nodes, with
a correlation factor of 0.63. The difference between the word
error rates of audible and silent EMG has already been used as
a discrepancy measure in [4], where we reported that the PSD

Table 1: Comparison of percentage of mode-dependent nodes
(MDN) and recognizer performance on audible and silent
EMG.

Speaker,
# of
sessions

WER on
audible
EMG

WER on
silent
EMG

Difference Percentage
of MDN

1 (4 ses.) 38.90% 92.93% 54.03% 43.86%
2 (11 ses.) 15.88% 16.79% 0.91% 2.58%
3 (1 ses.) 49.50% 89.90% 40.40% 81.94%
4 (2 ses.) 22.75% 67.15% 44.40% 75.00%
5 (1 ses.) 32.30% 80.80% 48.50% 90.42%
6 (1 ses.) 17.20% 63.60% 46.40% 73.75%
7 (2 ses.) 36.35% 81.80% 45.45% 66.04%
8 (2 ses.) 16.15% 21.20% 5.05% 34.72%
Average 24.16% 47.13% 22.97% 33.39%

(power spectral density) ratio, as described in section 2.2, and
the WER difference of audible and silent EMG correlate with
a factor of 0.72. However, it turns out that the PSD ratio and
the percentage of mode-dependent nodes have a lower correla-
tion coefficient of 0.44. Figures 2 and 3 show scatter plots of
the percentage of mode-dependent nodes versus the WER dif-
ference resp. the PSD ratio between audible and silent EMG.

Table 2: Comparison of percentage of mode-dependent nodes
(MDN) with and without spectral mapping.

Speaker, #
of sessions

% MDN without
Mapping

% MDN with
Spectral Mapping

1 (4 ses.) 43.86% 4.03%
2 (11 ses.) 2.58% 0.00%
3 (1 ses.) 81.94% 91.53%
4 (2 ses.) 75.00% 13.82%
5 (1 ses.) 90.42% 5.56%
6 (1 ses.) 73.75% 15.00%
7 (2 ses.) 66.04% 7.36%
8 (2 ses.) 34.72% 1.88%
Average 33.39% 7.26%

In a second experiment, we applied Spectral Mapping to
the silent EMG data part, as described in Section 2.2. Since
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spectral mapping is designed to reduce the discrepancy between
audible and silent EMG, the expectation is that the number of
mode-dependent nodes in the phonetic decision trees should
sink, and this is drastically true: As Table 2 shows, the percent-
age of mode-dependent nodes sinks from about 33% to about
7%. The only exception is speaker 3, for whom the number
of mode-dependent nodes increased, but otherwise, the result is
very consistent.

3.2. Breakdown by Phonemes

The previous Section shows that the percentage of mode-
dependent nodes is a good indicator of the discrepancy be-
tween audible and silent speech for any particular experimen-
tal setup. Having asserted this, in a second step we investigate
how the number of mode-dependent nodes differ per phoneme.
It turns out that a breakdown per phonetic feature tree does not
yield much useful information, since the nodes of each bundled
phonetic feature tree depend not only on one phonetic feature,
but reflect a bundle of phonetic features, like “Rounded Front
Vowel” (see Section 2.4).

In order to perform this experiment, we trained phonetic
context decision trees for each substate (begin, middle, end) of a
phone. Since our system contains 45 phones of the English lan-
guage, this training yields a total of 3× 45 = 135 context deci-
sion trees, which are by no means suitable for the actual speech
recognition task since the total amount of training data is much
too small to train such a large number of context-dependent
models. Nonetheless, since we have a balanced amount of train-
ing data of audible and silent EMG, the results give a reasonable
insight into the effects of speaking mode on phone modeling.

Table 3: Breakdown of percentage of mode-dependent nodes
(MDN) per phoneme

No spectral mapping With spectral mapping
Phoneme % MDN Phoneme % MDN
P 76.04% DH 52.55%
S 75.94% S 50.76%
B 69.46% SH 47.17%
EH 67.93% W 46.45%
N 66.71% Z 44.05%
Z 65.15% N 40.88%
T 64.87% P 40.73%
M 64.01% T 40.73%
AE 60.57% M 38.19%
R 58.89% F 38.01%
DH 58.05% IH 35.20%
AX 57.82% R 35.19%
IH 56.60% B 35.05%
SH 55.41% L 34.63%
K 55.35% XL 34.24%

Table 3 shows the 15 phonemes with the largest percent-
ages of mode-dependent nodes, both with and without spectral
mapping, averaged over all sessions of all speakers. The aver-
age percentage of mode-dependent nodes for phoneme trees is
38.35% without spectral mapping, it is reduced to 25.20% when
spectral mapping is applied. While the columns show some dif-
ferences, it is notable that both lists begin with mostly conso-
nants. This indicates that consonants show somewhat larger
pronounciation differences between audible and silent speech
than vowels. Indeed, we showed in [5] that a major source

of pronounciation variation is the tactile feedback which is as-
sociated to the articulation of a particular sound. The tactile
sensation when pronouncing a consonant is highest for bilabial,
labiodental, and alveolar consonants, which may explain in part
the Table above.

4. Conclusions and Future Work
In this paper we have shown that phonetic decision trees may
be used as a diagnostic tool for investigating the articulation
differences between audible and silent speech within the frame-
work of EMG-based speech recognition. In particular, we have
shown that the fraction of decision tree nodes which depend
on the speaking mode is highly correlated to the spectral den-
sity measure for speaking mode discrepancy introduced in [4],
and that spectral mapping [4] drastically reduces the number
of mode-dependent decision tree nodes. These results can in
future serve as a foundation for further analysis of EMG recog-
nizer setups and speaking mode adaptation methods.

We showed for the first time that it is possible to train a
recognizer with both audible and silent EMG simultaneously,
creating “mode-independent” models, and analyzed these mod-
els on a per-phoneme basis. Beyond this analysis, being able
to use mode-independent models presents several advantages,
among them are: During the recognition process, switching be-
tween audible and silent speech becomes easier, and during the
training process, faster adaptation between different speaking
modes should become possible.
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