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Abstract— We present a new pattern recognition frame-
work for Brain-Computer Interfacing that learns discriminative
brain activity patterns, compact modeling, and robustness
against signal variabilities by a single joint optimization.
We present an algorithm based on the Alternating Direction
Method of Multipliers, which finds an optimal solution for
this approach extremely efficiently. A first evaluation using a
publicly available EEG motor imagery data corpus with 105
subjects shows that our framework outperformed state-of-the-
art methods and successfully performed subject transfer.

I. INTRODUCTION

Modern Brain Computer Interfaces (BCIs) strongly rely

on signal processing and machine learning methods, which

enable them to isolate and recognize informative patterns

from brain activity signals. Typically, these methods are

applied as individual operations in the pattern recognition

stage of a BCI, for example, to reduce artifacts and non-

stationarities, select appropriate time windows, frequency

bands and locations, to extract informative features, and

finally, to calculate a classification estimate.

By categorizing the core objectives of these methods, one

can identify the following three pattern recognition principles

that are essential for successful BCI operation:

1) Discriminative brain activity patterns: The primary

goal of a BCI is to discriminate between brain activity

patterns that are modulated by different mental tasks or user

states. In general, feature extraction algorithms are applied

to the raw brain activity signals to obtain discriminative fea-

tures. Typically, they exploit specific physiological properties

of the signals, such as oscillatory activity or slow potentials

in EEG. The specific discriminative patterns within the

feature space are modeled by machine learning algorithms

that allow a prediction of unseen data.

2) Compact modeling: BCIs usually have to deal with a

very low number of calibration instances compared to a large

amount of potential features. Therefore, compact modeling

techniques have to be applied to avoid overfitting, increase

generalization abilities and interpretability. Methods that are

typically used in BCIs to learn models with low complexity

[1] include knowledge-based selection of informative time

periods, frequency bands and sensor locations, automatic

signal compression and regularization.

3) Robustness against signal variations: Brain activity

signals are inherently subject to change over time due to

psychological factors (e.g., fatigue, mood), learning, artifacts,
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and change of task conditions (e.g. offline versus online).

Therefore, the signals used for calibration and during opera-

tion of a BCI may not be identically distributed. To overcome

this problem, methods to clean artifacts, increase robustness

against non-stationarities, and transfer learning for session

and subject transfer are usually applied.

In this paper, we introduce a novel framework that jointly

optimizes these three objectives by a single convex optimiza-

tion.

A. Related Work

Many processing methods in BCI research can be for-

mulated as optimization problems, such as frequency filters,

spatial filters, signal transformations, and classifiers. Mostly,

they focus on isolated aspects of pattern recognition, but few

more generic optimization-based BCI frameworks have been

proposed that combine two of the three objectives in a single

optimization process.

A regularized discriminative framework was proposed by

Tomioka et al. [2]. They used logistic regression as a predic-

tor function and evaluated different regularization methods.

Kothe et al. [3] followed the basic ideas of Tomioka’s

approach and integrated BCI pipelines based on the Dual

Augmented Lagrangian optimization algorithm [4] into the

EEGLAB toolbox BCILAB. In comparison to our frame-

work, these approaches integrate the discriminability and the

compactness objectives but do not include the robustness

objective.

A lot of BCI research has focused on extensions of

the Common Spatial Pattern (CSP) algorithm, including

some variants that integrate a robustness objective. Recently,

Samek et al. [5] proposed the divergence Common Spatial

Patterns framework, in which CSPs are formulated as opti-

mization problems based on the Kullback-Leibler divergence

or beta divergence. Divergence CSPs have shown competitive

performance to several previously published CSP variants,

which are more robust against non-stationarities, perform

session transfer or subject transfer. In comparison to our

approach, divergence CSPs combine a discriminative and

robustness objectives in one joint optimization. However,

they do not optimize compactness and do not include clas-

sification within their approach.

In addition to research on optimization-based BCI

frameworks, we contribute to research towards subject

transfer for BCIs. A number of different approaches have

been proposed in this line of research, including methods

based on ensemble learning [6], [7], composite covariances

[8], Bayesian multi task learning [9], adaptive second-order



baselining [10] and data-space adaptation techniques [11].

To the best of our knowledge, this is the first time

that the three objectives discriminability, compactness, and

robustness are jointly optimized within a pattern recognition

framework for BCIs. Our framework learns an optimal linear

transformation using an algorithm based on the Alternating

Direction Method of Multipliers [12], which is computation-

ally very efficient. Furthermore, the framework is designed to

calculate sparse solutions for high dimensional feature spaces

(HD features). This way, it is applicable to numerous BCI

problems, such as EEG-based motor imagery classification

(using HD features based on the frequency spectrum of

the signals), classification of event-related potentials (using

signal amplitudes) and functional near-infrared spectroscopy

data (using changes of chromophore concentrations). In

addition to that, our framework presents a new approach

for subject transfer, which outperformed state-of-the-art ap-

proaches in our evaluation.

II. MATERIAL AND METHODS

A. Data Corpus

We evaluated our framework using the EEG Motor Move-

ment/Imagery Dataset freely available from PhysioNet [13],

[14], which consists of EEG recordings of 109 different

subjects. We selected the runs 6, 10, and 14 of the recording

sessions, where subjects performed two classes of motor

imagery: moving both fists versus moving both feet. We used

45 trials per subject. Four subjects have been left out as their

recordings contain fewer trials.

For our evaluations, we split the data set into three parts

(Figure 1): The first 50 subjects were used only for transfer

learning, i.e. a disjoint set of subjects that are not used for

training or testing. Each of the remaining recordings was

split into the first 20 trials for training (10 trials per class)

and the remaining trials were used for testing.

Fig. 1. Partitioning of the data corpus into three sets: transfer set (subjects
1-50), training set (first 20 trials of subjects 51-105) and test set (trials 21-45
of subjects 51-105).

B. HD Feature Extraction

We extracted trials from the EEG signals between 0.5 to

4 seconds after each stimulus and rereferenced the data to

common average reference. We removed signal offsets and

linear trends from each trial and decorrelated the signals by

applying a whitening transform. The whitening transform

was calculated using a Ledoit-Wolf robust covariance esti-

mator [15] on training or transfer data and estimated trans-

formations were applied to test data. For each trial and each

of the 64 channels, we calculated logarithmic power spectral

densities using Welch’s method. We selected frequency bins

in the range between 8-30 Hz and stacked them into one

1408-dimensional feature vector (HDspecFeatures).

C. Optimization Problem

The optimization problem of our framework can be de-

fined by the following unconstrained objective function,

which consists of one additive term for each of the three

objectives: discriminability f(x) using a least-squares regres-

sion based term, compactness g(x) using a sparsity inducing

ℓ1-norm regularization term, and robustness h(x) using a

sum-of-norms based regularization term.

minimize
x

f(x) + g(x) + h(x), (1)

where f(x) = ‖A · x− y‖
2

2
,

g(x) = λ ‖x‖
1
,

h(x) = ν
K
∑

k=1

∥

∥d⊤k · x
∥

∥

2
.

The matrix A ∈ R
m×n contains the feature vectors

of all trials to which an additional 1 was added to cover

additive biases, m is the number of trials, n is the feature

vector length. The vector y represents the ground truth class

labels of each trial. The target values in y were set to the

number of training instances for the first class and minus

the number of training instances for the second class, which

makes the least-squares formulation equivalent to Linear

Discriminant Analysis [16]. The scalar factors λ and ν
determine the influence of the compactness and robustness

terms and are estimated by cross-validation on the training

data. The vectors dk form a generic approach to integrate the

robustness objective and can be regarded as K directions

that are minimized in the joint optimization. For example,

they can be chosen to remove non-stationarities by applying

ideas of stationary subspace analysis [17], [18] (not shown

in this paper). To perform unsupervised subject transfer with

our framework, the transfer directions dk were set to the

difference between the transfer mean and the training mean

dk = (µk − µ), where µk is the mean of the features from

subject k ∈ {1, . . . , 50} in the transfer set and µ is the mean

of the training features from the current subject.

After optimization, a solution x̂ of the optimization prob-

lem (1) can be used to obtain a classification result ŷ of an

unseen feature vector a by ŷ = sgn(a⊤x̂).

D. Joint Optimization using ADMM

The Alternating Direction Method of Multipliers (ADMM)

is a framework for solving large-scale distributed optimiza-

tion problems. It recently gained popularity as it has shown

very competitive performance for many large-scale problems

in signal processing, machine learning and related areas.

Boyd et al. detail about designing ADMM algorithms in



their excellent review article [12] and present some generic

patterns that we applied in our optimization algorithm.

The optimization problem (1) can be solved in ADMM

form by iteratively calculating the following x-, z-, and u-

updates until the stopping criterion is reached:

The x-update can be calculated by

xk+1 = argmin
x

f(x) + h(x) + (ρ/2)
∥

∥x− zk + uk
∥

∥

2

2
,

which has a closed form solution that can be obtained by

calculating the derivative with respect to x and setting the

result to zero. It is essential to optimize calculations for the

case that the number of dimensions in the feature space is

much larger than the number of training instances. Applying

the Woodbury matrix identity [12] can speed up calculations

and memory consumption tremendously. Therefore, we cal-

culated the x-update by solving the following linear system:

(
1

ρ
In −Q(Im +

1

ρ
RQ))xk+1 =

1

ρ2
RA⊤y + ρ(zk − uk),

where Q =
[

A⊤ ν d1

||d⊤

1
x||2

· · · ν dK

||d⊤

K
x||2

]

,

R =
[

A⊤ d1 · · · dK
]⊤

,

and I l is the l-by-l identity matrix.

The z-update can be calculated by

zk+1 = argmin
z

g(z) + (ρ/2)
∥

∥xk+1 − z + uk
∥

∥

2

2

= Sλ/ρ(x
k+1 + uk),

where Sκ is the soft-thresholding function [12] defined by

Sκ(a) =







a− κ : a > κ
0 : |a| ≤ κ
a+ κ : a < −κ,

(2)

which is also computationally extremely efficient.

The u-update can be calculated by

uk+1 = uk + xk+1 − zk+1. (3)

Initial values of x, z and u were set to zero, the parameters

λ and ν were estimated by cross-validation on the training

data. Stopping criteria and dynamic ρ-updating were chosen

as recommended in [12].

III. EVALUATION AND RESULTS

To evaluate the performance of our framework with subject

transfer (OPTI3 subject transfer), we calculated the transfer

directions dk of the 50 transfer subjects and used the features

of the 20 training trails of each subject in matrix A. We

compared the results of OPTI3 to the following alternative

BCI pipelines:

rCSP+sLDA: Regularized Common Spatial Patterns with

diagonal loading [19] in combination with a shrinkage Linear

Discriminant Analysis (LDA) classifier [20]. This pipeline

can be regarded as a standard approach for motor imagery

classification when little training data is available. The CSP

filters and the classifier were trained only using the 20

training trials of each subject, transfer data was not used

in this setup. Regularization weights for the CSPs were

estimated by cross-validation on the training data. 6 CSP

filters were applied to the frequency filtered EEG signals

(8-30 Hz) and logarithmic variance features were extracted.

For shrinkage LDA, the analytical estimator [15] for the

shrinkage parameter was used.

HDspecFeatures+sLDA: High dimensional frequency fea-

tures classified by shrinkage LDA. HDspecFeatures were

extracted as described in section II-B and classified by

shrinkage LDA. This pipeline also does not use the transfer

data but only learns from the 20 training trials of each

subject.

divCSP-AS: Divergence CSPs1 for across subject learning.

This recently proposed state-of-the-art method has shown

competitive performance for many BCI problems including

subject transfer [5]. Training data were used for the divCSP

term and the transfer sessions were used for the divCSP-

AS regularization term. Parameter settings were applied as

suggested in [5], i.e. 6 spatial filters, deflation mode, and

estimation of regularization parameter by cross-validation.

Frequency filtering, feature extraction and classification were

performed as for rCSP+sLDA.

OPTI2 no transfer: To evaluate whether our framework

successfully performs subject transfer, this pipeline

calculated the results without subject transfer, i.e. setting

ν = 0.

TABLE I

RECOGNITION ACCURACIES IN PERCENT OF OUR OPTIMIZATION

FRAMEWORK WITH (OPTI3) AND WITHOUT (OPTI2) SUBJECT

TRANSFER IN COMPARISON TO ALTERNATIVE APPROACHES.

BCI pipeline Mean (std.) Median

rCSP+sLDA 66.4 (16.5) 64.0
HDspecFeatures+sLDA 74.1 (15.0) 72.0
divCSP-AS 67.1 (13.9) 64.0
OPTI2 (no transfer) 73.9 (15.2) 72.0
OPTI3 (subject transfer) 75.6 (15.3) 76.0

Table I shows the recognition accuracies averaged across

the 55 test subjects and the corresponding median recognition

rates. All results are significantly better than chance level

performance (one-sided t-tests p < 10−8).

HDspecFeatures+sLDA performed significantly better

than the rCSP+sLDA pipeline (one-sided, paired t-test p <
10−8). This shows that HD frequency features in combi-

nation with compact modeling outperformed state-of-the-art

CSP-based methods. The median recognition rate of 72%

of HDspecFeatures+sLDA is even slightly better in mean

than our optimization framework without subject transfer

(OPTI2), but these results are not significant (p > 0.4).

divCSP-AS, which has achieved a very good performance

in multiple other tasks, shows rather weak performance in

our evaluation. This can be explained by the small amount

of calibration data and neglecting the compactness objective.

1The implementation that is provided by its authors at www.divergence-
methods.org was used for the evaluations in this paper.
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Fig. 2. Scatter plots of the recognition accuracies of the 55 test subjects for OPTI3 in comparison to regularized CSPs classified by shrinkage LDA
(rCSP+sLDA), HD features classified by shrinkage LDA (HDspecFeatures+sLDA), divergence Common Spatial Patterns with across subject learning
(divCSP-AS), our optimization framework without subject transfer (OPTI2).

Our optimization framework achieved a successful subject

transfer with an increase in median performance by 4%

absolutely in comparison to both OPTI2 and HDspecFea-

tures+sLDA. Particularly, the results of our framework with

subject transfer (OPTI3) are significantly better than without

subject transfer (OPTI2) (p < 0.02). Figure 2 summarizes

the performance of OPTI3 in comparison with the four

alternative approaches using scatter plots.

IV. CONCLUSION

In this paper we presented a framework for joint optimiza-

tion of the three core objectives discriminative brain activity

patterns, compact modeling, and robustness against signal

variabilities. We introduced an algorithm based on ADMM

which finds an optimal solution extremely efficiently. A first

evaluation, using a publicly available motor imagery data

corpus [13], showed that our framework outperformed state-

of-the-art methods. In particular, HD frequency features used

by our framework showed superior performance to CSP-

based features. Additionally, our framework successfully per-

formed subject transfer, which further increased the median

performance by 4%. These results were achieved by learning

only one optimal sparse vector of weights, which fosters

an easy interpretation and physiological validation of the

learned models. Our framework is suitable for many BCI

problems, as it is especially designed to operate with high

dimensional feature spaces using an implicit feature selec-

tion by ℓ1-norm regularization. Furthermore, it integrates

the transfer directions dk that enable a flexible design of

various robustness objectives, including subject transfer and

the reduction of the impact of non-stationarities.

In future work, we will evaluate our framework using other

brain signals, including electrocorticography, event-related

potentials, functional near-infrared spectroscopy signals, and

beyond.
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[6] S. Fazli, F. Popescu, M. Danóczy, B. Blankertz, K. Müller, and

C. Grozea, “Subject-independent mental state classification in single
trials,” Neural networks, vol. 22, no. 9, pp. 1305–1312, 2009.

[7] W. Tu and S. Sun, “A subject transfer framework for eeg classifica-
tion,” Neurocomputing, 2011.

[8] H. Kang, Y. Nam, and S. Choi, “Composite common spatial pattern for
subject-to-subject transfer,” Signal Processing Letters, IEEE, vol. 16,
no. 8, pp. 683–686, 2009.

[9] H. Kang and S. Choi, “Bayesian multi-task learning for common
spatial patterns,” in Pattern Recognition in NeuroImaging (PRNI),

2011 International Workshop on. IEEE, 2011, pp. 61–64.
[10] B. Reuderink, J. Farquhar, M. Poel, and A. Nijholt, “A subject-

independent brain-computer interface based on smoothed, second-
order baselining,” in IEEE Engineering in Medicine and Biology

Society, 2011. IEEE, 2011, pp. 4600–4604.
[11] M. Arvaneh, I. Robertson, and T. E. Ward, “Subject-to-subject adapta-

tion to reduce calibration time in motor imagery-based brain-computer
interface,” in Engineering in Medicine and Biology Society (EMBC),

2014 36th Annual International Conference of the IEEE. IEEE, 2014,
pp. 6501–6504.

[12] S. Boyd, N. Parikh, E. Chu, B. Peleato, and J. Eckstein, “Distributed
optimization and statistical learning via the alternating direction
method of multipliers,” Foundations and Trends in Machine Learning,
vol. 3, no. 1, pp. 1–122, 2011.

[13] A. Goldberger, L. Amaral, L. Glass, J. Hausdorff, P. Ivanov, R. Mark,
J. Mietus, G. Moody, C. Peng, and H. Stanley, “Physiobank, phys-
iotoolkit, and physionet: Components of a new research resource for
complex physiologic signals,” Circulation, vol. 101, no. 23, pp. e215–
e220, 2000.

[14] G. Schalk, D. McFarland, T. Hinterberger, N. Birbaumer, and J. Wol-
paw, “Bci2000: a general-purpose brain-computer interface (bci) sys-
tem,” Biomedical Engineering, IEEE Transactions on, vol. 51, no. 6,
pp. 1034–1043, 2004.

[15] O. Ledoit and M. Wolf, “A well-conditioned estimator for large-
dimensional covariance matrices,” Journal of multivariate analysis,
vol. 88, no. 2, pp. 365–411, 2004.

[16] R. O. Duda, P. E. Hart, and D. G. Stork, Pattern classification. John
Wiley & Sons,, 1999.

[17] P. von Bünau, F. C. Meinecke, F. C. Király, and K.-R. Müller, “Finding
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